PART-TIME LABOUR, WORK RULES, AND
URBAN TRANSIT COSTS

By Kenneth M. Chomitz and Charles A. Lave*

INTRODUCTION: PEAKING AND LABOUR COSTS

A typical large metropolitan transit system in the United States carries two-thirds
of its passengers during the brief, hectic peak periods. This is reflected in the service
schedule: of the buses in service at 8 am, for a typical system, half are idle at noon (see
Figure 1). The implications for labour are straightforward but troublesome: not all
drivers can receive uninterrupted eight-hour assignments (straight runs). To meet
peak demand, some drivers will be assigned split runs—a combined morning and
evening run, separated by a long midday break.

Most drivers view a split run as less desirable than a straight run. As a result, work
rules have evolved which award premium pay to split runs. In addition, drivers
generally are guaranteed a minimum of eight hours’ pay daily. Split runs usually
involve less than eight hours of driving time, and the combination of premium and
guarantee payments can amount to a substantial sum. Thus split runs are more costly
per hour of service than straight runs.

During the past two decades the increase in peak period demand has exacerbated
scheduling problems, increased the incidence of split runs, and focused attention on
the cost of work rules. So management has begun to campaign vigorously for the right
to use part-time labour. By hiring individuals who prefer part-time work, or who can
make effective personal use of a midday break, management seeks to reduce the
number of costly split runs.

Unions have steadfastly opposed the use of part-time labour. They fear that the
introduction of a class of drivers-who receive neither a premium for split runs nor a
minimum daily guarantee will be a precedent which will undermine the full-time
drivers’ hard-won work rules. In reaction, unions have pressed for more stringent
work rules, which would effectively result in higher premium payments.

The resulting management-union conflict has often been bitter, and the part-time
labour issue has precipitated strikes at several important transit districts. Yet there
seems to have been no effort to assess the sensitivity of labour costs to work
rules—how much cost difference would rule changes actually make? Our aim is to
quantify the relation between work rules, service peakiness, and labour costs.

* Chomitz is a graduate student in economics, and Lave is Professor of Economics, at the School of
Social Sciences and Institute of Transportation Studies, University of California, Irvine. They are
grateful to the transit districts which furnished the data for this study, the schedulers who patiently
explained runcutting practices, and others too numerous to mention here. This study was supported by
UMTA grant CA-11-0018-1.
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FIGURE 1
Typical Transit Service Schedule

BACKGROUND AND METHODOLOGY

The process of assignment of drivers is the key to understanding operator labour
costs. It begins with a service schedule—a description of the daily itinerary of each
bus—and assigns drivers to these buses so as to minimise total labour cost without
violating any work rules.

The result of this difficult, painstaking process' is a runcut, a roster which describes
each driver’s run: where and when it takes place, and how much it pays in straight
time, overtime, premiums and allowances. Given a runcut, it is easy to calculate total
direct labour costs for operators: these costs are simply the sum of payments for all
runs. Thus, if we can model the runcutting process, we can express labour costs as a
function of work rules and the service schedule. However, the complexity of the
runcutting process defies precise, algorithmic expression. In practice, runcutting is
undertaken heuristically. We therefore decided not to model the process of driver
assignment, but rather to reproduce it.

! Consider the problem of manning a single bus, on the street for twenty hours. Two drivers, each
working a ten-hour run (assignment) could do it: but those would be gruelling runs for the drivers, and
costly, in overtime payments, for management. Alternatively, three runs of about 6.5 hours would cover
the work but inefficiently, since each driver is guaranteed 8 hours’ pay. A third solution would be two
eight-hour runs and a four-hour tripper: cost-effective only if the tripper can be jointly assigned with a
short piece of work on another bus. The complexity of the problem increases exponentially with the
number of runs; and schedulers typically deal with groups of two hundred vehicles at a time. The
peaked nature of daily schedules will further complicate the process, of course.
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The technique is conceptually simple: we simulate the scheduling department of a
transit system. We start with an actual bus service schedule taken from some transit
property, adopt a representative set of work rules, and devise a runcut to convert the
bus schedule into driver assignments. Next, we alter just one work rule and repeat the
process, getting a revised runcut. Each runcut is associated with a total labour cost;
the change in cost between “before” and “after” runcuts is the effect of the alteration
of the work rule, for that particular service schedule.

The next step is to generalise: to look at the effects of that particular alteration in
the work rule at properties with different service schedules. We choose a spectrum of
actual service schedules with various degrees of peakiness; for each one we devise
“before” and “after” runcuts, using the same set of work rules as for the first service
schedule. In this manner everything is controlled except the two variables of interest:
the particular work-rule change, and the service schedules.

We also took particular care to be certain that our runcuts were realistic and valid.
The run cuts reported here represent the final product of eighteen months’ study in the
craft of runcutting. Before running the experimental cuts reported here, we
participated in actual runcuts at two transit districts and ran dozens of practice cuts
on our own. Since a single manual runcut requires several person-months of effort,
this study would have been impossible without RUCUS, an automated scheduling
programme (developed under support of the U.S. Urban Mass Transportation
Administration), which is widely used in the transit industry. However, RUCUS
merely mimics the heuristic procedures of a manual runcut. The programme therefore
leaves much scope for human judgment and does not produce a unique solution, much
less a mathematically “optimal” one. How then can we represent our results as being
accurate guides to competitive costs? Two pieces of evidence are relevant. First, we
can demonstrate that our runcuts are comparable to a professional runcutter’s efforts:
we independently repeated several runcuts, using the actual work rules of the property
involved, and compared our results with those obtained by that property’s chief
runcutter (who is widely regarded as one of the best in the industry). The two sets of
runcuts were essentially identical. Second, one of the transit districts had made its own
estimate of the expected savings from part-time labour, before they negotiated their
part-time contract. Their estimate was about double the estimate produced by our
procedure; but, when they implemented part-time labour and measured the actual cost
savings, it turned out to be within one-tenth of 1 per cent of our estimate. (See:
Kenneth M. Chomitz and Charles A. Lave, Part-Time Labour, Work Rules, and
Transit Costs. Final report for UMTA grant CA-11-0018-1. January 1981. National
Technical Information Service (NTIS) #PB-180556.)

Work rules investigated

We examined the sensitivity of costs to variations in three important work rules: the
allowable quota of part-time drivers, the length of the spread premium threshold, and
the maximum permissible spread time.

(1) Quota of part-time drivers. Before the introduction of part-time labour, all
drivers were guaranteed eight hours’ daily pay. Drivers whose assignments involved
less than eight hours’ actual driving (platform time) received guarantee payments to
bring their total compensation up to eight payhours. Part-time drivers do not have
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eight-hour guarantees, so they may be efficiently employed to operate the short runs
produced by peaked demand schedules. Our experiments involved varying the
maximum permissible quota of part-time drivers, while maintaining the eight-hour
guarantee for full-time drivers.

(2) Spread premium threshold. Spread time is the total length of the driver’s
workday, including all unpaid breaks. Spread premium pay is a bonus, analogous to
overtime, paid for all work performed beyond a spread premium threshold. For
example, a typical contract may specify time and a half after a ten-hour threshold.
Now suppose that a driver under that contract works a run consisting of two
four-hour shifts separated by a four-hour break. There are six hours of driving before
the threshold point, and two hours after it. The driver therefore receives six hours of
straight-time pay, and two hours of pay at time and a half, for a total of nine
(straight-time equivalent) pay hours.

Our experiments involved variations in the spread premium threshold. Time-
and-a-half rates were applied to work beyond the threshold. (In addition, we followed
standard practice in applying time-and-a-half overtime rates for platform time in
excess of eight hours. Where both overtime and spread premium apply, only the
greater of the two bonuses is paid.)

(3) Maximum permissible spread time was our third variable. Most districts impose
such a maximum—a typical contract might ban any run with a spread time of 13
hours or more. Costly scheduling difficulties can arise for a transit district whose daily
service peaks do not fit easily within the limit of the maximum spread. In such cases it
can happen that a driver works a short assignment (¢tripper) of three hours’ duration,
but receives eight hours’ pay, the daily guarantee. :

Most properties have a special group of drivers, the extraboard, who cover
assignments for sick or absent drivers. These extraboard drivers generally have a
higher maximum spread time than the drivers of regular runs. For the purposes of cost
analysis, the extraboard maximum is the important variable. This is because dual-peak
assignments which cannot be assigned to regular drivers will simply be passed on to
the extraboard; hence the extraboard’s maximum is the binding constraint.

The general trend in recent labour contract negotiations has been towards more
restrictive spread rules. Both the spread premium threshold and the maximum spread
time are being reduced, or else they are being instituted for the first time at properties
which had no previous limitations. Of the forty-seven districts surveyed in the
American Public Transit Association’s Transit Labour Information Review for both
1976 and 1979, only nine had a maximum spread restriction for extraboard in 1976;
three years later, fourteen districts had such a restriction. In 1976, thirty-two of the
districts paid spread premiums; by 1979, six more districts had adopted them.

ANALYSIS OF CHANGES IN WORK RULES

We chose three combinations of spread rules for experimentation. They are: 13/12
(that is, 13 hours maximum spread, with premium pay after 12 hours of spread);
13/10; and 12/10. (The maximum spread is assumed to apply to both extraboard and
regular drivers.)

The 12/10 combination is stringent, by current standards, but the 13/12 is more
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TABLE 1
Peakiness, Spread Rules, and Efficiency

Shoulder® Schedule Efficiency”
to
City  Peak/base®  Shoulder 13/12° 13/10 12/10 Sensitivity®

A 39 13:45 0.79 0.73 0.59 1.32
B 24 13:00 0.86 0.82 0.76 1.14
C 2.0 12:30 0.88 0.83 0.81 1.09
D 2.2 12:45 0.83 0.79 0.78 1.06
E 1.5 11:00 0.89 0.86 0.86 1.03

2 Number of buses in service during peak divided by number in service at midday.
® Duration from beginning of AM peak to end of PM peak.

¢ 13 hours maximum spread time, spread premium pay after 12 hours.

4 Hours of driving divided by hours of pay received

¢ Sensitivity of cost to work rule changes, column 4 divided by column 6.

lenient than most current contracts. The intermediate combination, 13/10, was chosen
to allow evaluation of the effects of changing just one of the spread rules while the
other was kept constant.

Service schedules were obtained for five cities, representing a substantial range of
operating conditions, from relatively flat service profiles to quite peaky ones. The first
two columns of Table 1 describe these service schedules. The peak/base ratio is the
ratio of the number of buses in service at the height of the peak period to the average
number in service during the midday lull. The shoulder-to-shoulder time is the
duration between the start of the morning rush hour and the end of the evening rush.

General results

Runcuts were performed on each service schedule for each of the combinations of
spread rules. The results are summarised in Table 1. Schedule efficiency is defined as
hours of driving (platform hours) divided by hours of pay. In terms of our previous
example with six hours’ work and nine hours’ pay, the efficiency ratio is 0.67. The
fewer the drivers for whom straight eight-hour assignments can be scheduled, the
lower the efficiency.

The results show that peaking is inversely related to efficiency, for all work rule
combinations—if city D is excluded. (City D has a markedly atypical set of work
rules, e.g. total platform time on split runs must be kept very short. The transit system
has adapted the pattern of bus-blocks, to be as efficient as possible under these
restrictive work rules. So, when we apply our standard set of work rules to these
unusual bus-blocks, it produces a runcut of lower efficiency than would be expected,
given the peak/base ratio.)

For every city, tightened work rules lead to reduced efficiency. Moreover, there is a
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strong interaction between peak-base ratio and work rules. The final column of Table
1 shows the ratio of the cost of meeting 12/10 spread rules to the cost of meeting the
less stringent 13/12 rules. Cities with high peak-base ratios, such as A, are much more
sensitive to work rule change than cities, such as E, with flatter service schedules.

Changing the spread premium threshold

Tables 2 and 3 focus on the effects of particular rules. The effect of reducing the
spread premium threshold from twelve to ten hours is shown in Table 2. Costs in City
A increased by 7% but in City E by only 3%. The other districts are in between.
The strength of the impact of these changes in the spread premium is strongly related
to the peak/base ratio. This is a reasonable result, since we would expect that a district
with a higher peak/base ratio would have a larger percentage of runs subject to the
spread premium.

Though the change in spread premium threshold affected cost, it had little effect on
staffing: no district had a change of more than two drivers between the 13/12 and
13/10 run cuts. That is, the optimal runcut did not change much; the change was in its
associated pay cost.

Changing the maximum spread time

The effect of reducing maximum spread time from 13 hours to 12 is shown in Table
3. The differential effect among cities is quite striking. The reduction has no effect at
all on the district with the lowest peak/base ratio, City E, but it boosts costs by 23% at
the peakiest district, City A. The difference in impact stems from different proportions
of “unpairable” trippers in the two districts (that is, trippers which cannot be fitted
into a dual-peak assignment because their total spread would be too wide).

The ratio of unpairable trippers to regular runs (counting each pair of pairable
trippers as a single regular run) is shown in Table 3 for 12/10 runcuts. This ratio
closely parallels the peak/base ratio, though there is one slight anomaly for City D
because of the vagaries of the schedule pattern discussed above.

Unpairable trippers are expensive because they each require a full-time driver. Thus
a decrease in maximum spread time, by making it more difficult to pair-up trippers,
will boost the number of drivers required, and therefore costs. Table 3 shows also the
effects of decreased maximum spread time on number of drivers. Note that the
number of drivers increases more rapidly than cost. This is because, with narrower
spreads, fewer runs earn spread premiums. Thus pay-hours per driver decrease, while
pay-hours per platform-hour increase. (The very large increase in City A is due to its
very high peak/base ratio and its long interval between the peaks.)

To sum up, the labour cost of providing bus service depends largely upon the
interactions between maximum spread time, spread premium threshold, and peakiness
of service. For a given service schedule, a decrease in the spread premium threshold
will increase the number of runs eligible for premium pay, and increase the premium
paid per run. Likewise, for a given service schedule, a decrease in maximum spread
time will limit the possible number of dual-peak assignments, so that work which
formerly could have been scheduled as a split run must now be broken into two
expensive trippers. For a given set of spread rules, increased peak/base ratio (or
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TABLE 2
Ejffects of Reduction in Spread-Premium Threshold®

City  Total cost® Operators

A +7.1% +0.5%
B +4.7% 0
C +4.5% 0
D +4.0% 0
E +2.8% +0.8%

¢ From 12 hours to 10.
% Total labour cost, including fringe benefits.

TABLE 3
Ejffects of Reduction in Maximum Spread-Time®

City Total cos®  Operators  Trippers/runs©
A +23.5% +31.1% 0.98
B +8.6% +11.9% 0.28
C +3.6% +6.1% 0.19
D +1.6% +1.9% 0.14
E 0 0 0.02

2 From 13 hours to 12.
b Total labour cost, including fringe benefits.
¢ At 12 hour maximum spread.

inter-peak time) will increase the proportion of runs subject to spread premium, and
will increase the proportion of trippers which cannot be incorporated into regular runs.
Thus, costs are positively related to the peak-base ratio and negatively related to
spread premium threshold and maximum spread time.

Savings from the use of part-time drivers

At first glance it seems that use of part-time labour would benefit both the drivers
and the transit district. Full-time drivers are spared the burden of runs with large spread
times, and the district saves money on spread premiums and make-up pay; drivers
who only want to work part-time can be assigned peak hour work, and drivers who
want to work full time can have decent work shifts.

The unions disagree. First, they contend that job-seekers overwhelmingly prefer
full-time work; therefore, they claim that management’s “part-time” assignments are
simply an inferior class of full-time positions, not covered by work rules such as
spread premium or the daily guarantee of eight-hours’ pay. Second, the unions
question the reliability, dedication and competence of those people who prefer
part-time work. (Preliminary experience with part-time drivers has not confirmed
these fears.)
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In addition to these publicly stated concerns, the unions may have other qualms. (1)
It is possible that incumbent drivers enjoy the current combination of long shifts and
premium pay—that is, the value of the “compensatory” pay is greater than the
discomfort it was designed to assuage. Support for this idea comes from the explicit
choices of the drivers during the periodic sign-up for runs: the most senior drivers
choose first, and they tend to pick the runs with the greatest amount of compensatory
pay. (2) It is possible that the unions may be uneasy at the prospect of assimilating a
new and disparate group of members, whose interests are largely different from those
of the full-time drivers. (3) It is also possible that there is a straightforward fear of loss
of jobs to the new part-time drivers, though union resistance has been equally strong
in situations where management guaranteed there would be no layoff of current
drivers.

Part-time labour is not a new idea in transit, though till recently its use was
generally confined to smaller transit districts. The current interest in it stems from
Seattle METRO’S 1977 contract, which granted them the right to use up to “100%”
part-time drivers; that is, they can have an equal number of part-time and full-time
drivers. A number of other transit districts (Miami, WMATA, Baltimore, Twin Cities,
and Portland) won the right to use 10% part-time drivers in the ensuing year, and
1979 saw a spate of part-time contract awards in California, after the passage of a
state law which mandated reduced transit subsidies for any district without a contract
provision for part-time labour.

The labour contracts which permit part-time labour place very strict constraints on
how it can be used. In particular, the number of part-time drivers is generally restricted
to a small percentage of the number of full-time drivers: a typical restriction is to limit
part-time drivers to 10% of the number of regular drivers. In addition, part-time
drivers are usually restricted to certain types and lengths of runs: for example,
garage-to-garage runs of four hours or less.

For our simulations, we chose a set of part-time work rules which were
representative of existing contracts. These rules include: 1. Maximum part-time force
equivalent to 10% of the number of full-time drivers. (For comparison, we raised this
maximum to 20% in a second set of simulations.) 2. One “piece” per part-time driver.
3. Maximum of six hours’ work per day; no minimum guarantee. 4. Part-time drivers
may make road reliefs (that is, they are not restricted to trippers which begin and end
in the garage).

Some of these assumed rules deserve comment. Most districts restrict part-time
drivers to garage-to-garage trippers. We are more liberal, allowing part-time drivers to
work any short piece. This was done for ease of run cutting, but should not have a
major effect on the overall cost of service. The one-piece-per driver rule is more
restrictive than the industry standard, and we discuss its implications in the next
section,

Analysis of Part-Time Labour

For each of the three combinations of work rules (13/12, 13/10, 12/10), three
part-time scenarios were costed out: no part-time drivers permitted, up to 10%
part-time, up to 20% part-time. Thus nine sets of work rules were examined for each
of the five properties.
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TABLE 4
Part Time Labour and Efficiency®

Spread  Percentage Efficiency Ratios
Rule part-time A B C D E

13/12° 0 0.79 0.86 0.88 0.83 0.89
10 0.82 0.88 0.91 0.85 0.90
20 0.83 0.89 091 0.86 0.91

13/10 0 0.73 0.82 0.83 0.79 0.86
10 0.76 0.84 0.86 0.81 0.88
20 0.78 0.86 0.88 0.83 0.89

12/10 0 0.59 0.76 0.81 0.78 0.86
10 0.64 0.82 0.86 0.81 0.88
20 0.68 0.85 0.88 0.83 0.89

“ Efficiency ratios computed as hours of work divided by hours of pay.
%13 hour maximum spread time, premium pay after 12 hours.

The percentage restriction is computed as a fraction of the total labour force of
full-time drivers. A district with 800 drivers on regular runs plus 200 drivers on the
extraboard could hire 100 part-time drivers under a 10% contract. A critical question
here is how many trippers can be covered by these 100 part-timers. Our assumption
was that each would work only one tripper. Some part-time contracts do limit each
driver to a single tripper. However, even in those cases where there is no explicit
restriction on number of trippers, not all part-time drivers will be able to work two
trippers per day: there are still restrictions on the total number of hours a part-time
driver may work, and sometimes restrictions on the maximum spread as well. A
transit district which allows 10% part-time drivers corresponds to our 10% case if
there are serious restrictions on part-time drivers’ maximum spread or platform time.
If there are no such restrictions—if drivers are free to work two trippers per day—our
20% case is the appropriate comparison.

The results of our runcut simulations are as follows. Table 4 shows the change in
the efficiency ratio as a function both of the amount of part-time labour used, and of
the other work rules. Efficiency increases as the proportion of part-time drivers
increases, and the improvement is greatest when other work rules are most
restrictive—these are both expected results. The relative ranking of the five properties
by peak/base ratios is also as expected, with the exception of City D for the reasons
already stated.

The direct measure of the effect of part-time labour is the percentage savings in
operator costs, shown in Table 5. The greatest savings are associated with the most
restrictive spread rules. The 13/10 rules are probably most typical of those found in
the United States: for these work rules part-time labour reduces operator costs by
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TABLE 5

Cost Reductions from Part-Time Labour
(with Low Fringes)®

Percentage of
Spread  Part-time Percentage Saving in Cost
Rule drivers A B C D E

13/12° 10 44 3.0 41 3.1 25
20 72 51 57 55 45

13/10 10 49 36 43 33 3.0
20 83 63 64 60 4.7

12/10 10 82 81 64 43 30
20 145 127 97 7.1 45

9 Part-time drivers receive fringe benefits at 10% of salary
b 13 hours maximum spread time, premium pay after 12 hours.

between 3% and 8% and the greatest savings are associated with the highest
peak/base ratios.

Trippers again play the key role in determining cost savings. The greater the
number of otherwise unpairable trippers that can be assigned to part-time drivers, the
greater the savings. This is shown by a comparison of Table 3 and the 12/10 row in
Table 5. Note, however, that, though City A has more trippers than City B, part-time
labour has similar effects in both districts. This is because the number of part-time
drivers permitted is much less than the number of unpairable trippers (20% part-time
is not enough at City A); if there were no such limit, City A would be able to realise
much greater proportional savings.

Role of fringe benefits

In most transit districts, part-time drivers are eligible for fewer fringe benefits than
full-time drivers. Table 5 assumes that full-time drivers receive fringe benefits,
including vacations and pensions, valued at half their direct earnings, while part-time
drivers are assumed to receive only social security and unemployment insurance,
worth 10% of their direct wages. It is of interest to calculate the extent to which the
cost savings reported in Table 4 are merely attributable to scrimping on fringe
benefits. Table 6 presents a recalculation of those savings on the assumption that
part-time drivers receive the same fringe benefits (50% of earnings) as full-time
drivers. The effect is a fairly constant diminution in realised savings of from 1 to 2
percentage points. Thus part-time drivers (with full fringe benefits) yield virtually no
savings in a low-peak, lenient spread rule district such as city E. At the other extreme,
part-time labour can generate significant savings in a high-peak district with restrictive
spread-rules such as city A, even with full fringes.
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TABLE 6

Cost Reductions from Part-Time Labour
(with Full Fringes)®

Percentage of
Spread  part-time Percentage Saving in Cost
Rule drivers A B C D E

13/12 10 36 20 28 22 09
20 6.7 30 31 38 15

13/10 10 42 27 34 25 18
20 69 44 44 44 23

12/10 10 76 83 52 35 18
20 132 107 7.7 56 2.0

@ Part-time drivers receive fringe benefits at 50% of salary.

CONCLUSIONS

An uneven work load, due to rush-hour peaking, combined with restrictive work rules
creates a situation in which management must pay for more labour than it can use. In
the five districts examined the ratio of work-hours to pay-hours ranged from 0.73 to
0.86. Management has proposed work rule changes to improve labour utilisation,
while labour has proposed changes to provide more compensation for onerous work
scheduling. Neither side has made a realistic assessment of the financial consequences
of their recommendations. We have, therefore, performed extensive computer
simulations on a representative sample of existing transit schedules to quantify the
impact of the proposed changes in work rules.

Our simulations explored the financial effect of work rules governing part-time
labour, maximum length of the work day, and premium pay for split shifts. We found
that the work rule changes suggested by management would decrease labour costs by
between 3 and 8 percentage points; while the changes suggested by labour would
increase costs by between 3 and 24 percentage points. The greatest financial impacts
occur in those districts with high peak/base ratios and wide inter-peak times. It is also
important to note that the spectrum of work rule changes being proposed has more
potential for increasing costs than for reducing them.

The possibility of using experimental runcutting as a tool in contract negotiation
has become apparent in the course of this research. Jointly defined union-management
runcuts could be used to explore realistically the available tradeoffs involved in a
contract negotiation. The computation costs are small by comparison with the
amounts at stake, and informed negotiations are likely to yield a better outcome than
blind bargaining. In particular, creative exploration of tradeoffs among spread
premiums, guaranteed platform time, and maximum spread time could yield work
rules which both management and labour would prefer to the present ones.
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